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Introduction

This paper outlines practical methods for determining winners and how much
they should pay in combinatorial auctions. The focus is on combinatorial clock
auctions1 , though the methods described here are quite general. They can be
applied to many diﬀerent types of combinatorial auction, including one-shot
sealed bids with package bidding or to other forms of SMRA with package
bidding.
The two main assumptions made through are that:
• there are a fixed number of lots falling into a number of predetermined
categories within which lots can be treated as identical; and
• bidders make multiple, mutually exclusive bids for packages of lots across
categories.

1.1

Combinatorial clock auctions

In a combinatorial clock auction, bids for packages of lots are made throughout
a number of sequential, open rounds (the primary bid rounds) and then a final
sealed-bid round (the supplementary bids round). In this auction format, just
one package bid can be made in each primary bid round, but many package
bids can be made in supplementary bids rounds. All these bids are governed
by various activity rules that limit the permissible bids depending on what bids
have been made so far. However, for the issues considered in this paper, we are
only concerned with the totality of package bids across all the various rounds of
a combinatorial clock auction; it is immaterial in which round they were made.
∗ The author has advised Ofcom on the design and implementation of the forthcoming
auctions referrred to below. The methods in this paper have been developed in the course
of work undertaken for Ofcom. However, all views expressed in this paper are those of the
author and not that of Ofcom. Particular thanks to Graham Louth, Robert Lees and Roger
Salsas for helpful comments on previous drafts.
1 A rough outline of the structure of a combinatorial clock auction is provided below. In
the UK, Ofcom has announced its intention to auctions with this format for the forthcoming
award of radio spectrum at 10-40GHz, in the L-band and for the bands 2010-2025MHz, 22902302MHz and 2500-2690MHz. See http://www.ofcom.org.uk/radiocomms/spectrumawards/
for the detailed auction rules.
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Given a number of package bids, the feasible combination of bids of greatest
total value must be found. This is problem of winner determination. Having
found winners (if necessary breaking any ties), the combinatorial clock auction
uses a second price rule to determine what bidders should pay. This approach
is necessary because the supplementary bids round is eﬀectively a sealed bid.
To acheive reasonable eﬃciency, the pricing rule should encourage bids that
are close to valuations; a simpler rule in which bidders paid their winning bids
would fail to do this. The second pricing rule proposed here is based on a
generalised notion of opportunity cost. Every winner and group of winners
must pay suﬃcient individually and collectively for there to be no other bidders
who would prefer their lots at the given prices (so-called core pricing). Subject
to this requirement, prices as kept as low as possible to minimise total auction
revenu
Often, a combinatorial clock auction for radio spectrum allocation will involve two stages. In the first stage, similar lots (such as those in the same
frequency band or with similar usage restrictions) will be grouped into categories. Bids will then be made for packages consisting of a certain number of
lots within each category. This first stage (which we call the principal stage)
consists of a number of primary bid rounds, with a final supplementary bids
round. The principal stage determines the number of lots within each that winners get, but not the specific lots they receive. Clearly this approach requires
that bidders are roughly indiﬀerent about which specific lots they receive within
each category. However, to the extent that bidders may have preference over
which specific lots they receive, this can be expressed through a further round
of bidding, which we call the assignment stage. Winners of the principal stage
are guaranteed a certain number of lots in each category, but in the assignment stage may make bids for packages of specific lots within each category
compatible with the number of generic lots won in the principal stage.
In the case of spectrum alloction, the assignment stage can allow bidders to
express their preferences for various locations of the lots they receive within a
frequency band. In the assignment stage, each winner makes bids for frequencies
that are compatible with the amount of spectrum won in the principal stage
and any other conditions that the auction designer might impose (for example,
that awarded spectrum is contiguous blocks). A further winner determination
problems needs to be solved for each category in the assignment stage. The only
significant diﬀerence between the principal stage and the assignment stage are
that exactly one package bid (within each category) will be winning for each
bidder in the assigment stage (to guarantee that the bidder receives the number
of lots won in the principal stage), whereas in the principal stage, at most one
bid will be winning for each bidder. Additional prices to be paid by winners are
then determined using a similar second price rule.

1.2

Winner determination

Determining which bids should win requires an optimisation problem to be
solved - a so-called winner determination problem (WDP). This involves find
a combination of bids for packages of lots that maximises the total value of
winning bids subject to:
• not allocating more than the available supply of lots and
2

• package bids by the same bidder being mutually exclusive.
Any ties between combinations of winning bids of the same total value also need
to be identified and enumerated.
There are many possible algorithms that can be used to solve WDPs. A
dynamic programming approach is described here. This approach is fast for
small to medium scale problems (as typically found in spectrum allocation)
where storage requirements for holding immediate results produced within the
algorithm are not too demanding. It also provides a simple and eﬃcient way to
enumerate ties (which can be tricky using alternative methods such as branch
and bound methods for integer programming). With appropriate manipulations
to the set of bids considered, both the principal stage and the assignment stage
can be solved using exactly the same algorithm.

1.3

Overview of second pricing method

Having determined the winning bids, the next question is to determine what
winners should pay. This means setting a price for each winning package bid,
not a uniform price for each type of lot. Indeed, in general it is not possible to
represent prices for winners in terms of a sum of uniform prices for component
lots.
A simple approach to pricing is for bidders to pay the amount of their winning
bids. However, this creates incentives for bidders to shade their bids, bidding
less than their valuations to increase their expected surpluses. This may have
adverse consequences:
• First, this creates a strategically complex decision for bidders, as they
must second-guess what other bidders are likely to do when deciding what
to bid themselves;
• Second, there is the potential for ineﬃcient allocation, as a bidder may
lose not because it has a lower valuation than another bidder, but because
it has shaded its bid more.
It is possible to find prices such that bidders have no unilateral incentive to
shade bids. These are so-called Vickrey prices in which it is optimal for bidders
to bid their true values regardless of what others bid. Vickrey prices are equal
to the opportunity costs of winning bids.
However, in package auctions where lots may be complements, Vickrey prices
can lead to outcomes where there are some bidders who could (collectively)
make a counteroﬀer to the seller that both they and the seller would prefer to
the original auction outcome. Therefore, Vickrey prices may be below the prices
that one might reasonably expect from an open competitive process when lots
are complements, as there would still be a bidder (or group of bidders) prepared
to pay more than this.
A very simple example demonstrates the nature of the problem:
• there are two lots, call them A and B;
• bidder 1 bids 10 for A and nothing for B;
• bidder 2 bids nothing for A and 10 for B;
3

• bidder 3 bids 5 for the package of A and B.
Bidders 1 and 2 are the winners, as this maximises the value of accepted bids.
Vickrey prices are zero, as if we delete either bidder 1’s or bidder 2’s winning
bids it is still not possible to award the package of both lots to bidder 3 and
so there is no opportunity cost from either bid individually. However, bidder 3
would be prepared to buy the available lots at a price of more than zero, making
the seller better oﬀ.
Vickrey prices form a lower bound on the competitive price, as if any individual winning bidder were paying less than the opportunity cost there must
be some other bidders who could make a counteroﬀer for that winner’s package
making both themselves and the seller better oﬀ. However, Vickrey prices may
not be suﬃcient to ensure that there bidders who could make a counteroﬀer for
a number of winners’ packages, as the example above shows.
The example also hints at the underlying source of the diﬃculty. Vickrey
prices consider the counter-factual of what would happen if one particular winning bid was not met. However, what if a number of winning bids were not met
and the lots reallocated to others? Are groups of current winners collectively
paying enough to ensure that alternative bidders could not suggest an outcome
that would leave the seller better oﬀ?
This can be formalised through the concept of core prices. These are prices
such that there is no group of bidders who can suggest an alternative outcome
preferable to both themselves and the seller. This requires that every winner and
group of winners, whether individually or collectively, pays a suﬃcient amount.
It is a generalisation of the notion of opportunity cost to consider not just
individual winners, but also the costs that groups of winners impose on other
bidders.
Whilst being a core price is a reasonable necessary condition on prices, it
is generally not suﬃcient to determine a unique price; there are many core
prices (including, for example, bidders paying the amount of their bids). We
select amongst these by identifying the subset of core prices that minimise total
auction revenue and, therefore, maximise the payoﬀ of winning bidders. We call
these minimal core prices.
Again, we can think of minimal core prices as being analogous to the outcome
of an open competitive process. Prices are as low as they can be subject to no
bidder or group of bidders being prepared to make a counteroﬀer that the seller
would prefer. We can imagine some process (such as an open auction) whereby
prices rise whilst there is competition from counteroﬀers, but only as far as
necessary to choke oﬀ these counteroﬀers.
It is quite possible that there will be many minimal core prices. This situation can occur when are multiple winners who collectively beat another losing
bidder. For example, two winners could each bid for one lot each, with a losing
bidder making a package bid for both lots. The winners need to pay suﬃcient in total such that the aggregating losing bidder is not prepared to make
a counteroﬀer. However, there may be some flexibility in how this total is split
between the two winning bidders (subject to constraints determined by other
losing bids), giving rise to a range of minimal core prices. Unlike tie-breaks
in winner determination (which rest on a knife-edge and would disappear on
changing bids a little) multiplicity of minimal core prices is a robust feature
that does not depend on any special (i.e. non-generic) configuration of bids.
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Where there are multiple minimal core prices, any further choice necessarily
involves a trade-oﬀ between the price paid by one bidder and the price paid
by another. This is immediate from the fact that any minimal core price must
involve the same total auction revenue. Therefore, minimal core prices are
bidder-Pareto optimal: given a minimal core price, there is no alternative core
price that could make all bidders better oﬀ.2
It order to select amongst minimal core prices, we minimise the distance
from a reference point to select one particular price vector. Clearly there are
many ways to do this depending on the metric used for distance and the reference
point. There is a god argument for using the Vickrey prices (i.e. the opportunity
costs of winning bids) as the reference point, as this is unaﬀected by what bidders
themselves bid. By using Euclidean distance (i.e. sum of squares of diﬀerence),
a unique outcome is guaranteed.3
One advantage of trying to keep prices as close as possible to Vickrey prices
is that the incentives for bid shading are controlled. However, we are not systematically minimising bid shading incentives, as this would require knowledge
of the beliefs that bidders hold about others’ valuations in order to select the
appropriate core price. Clearly we can never expect to have such knowledge, so
we adopt the heuristic approach of minimising the distance from Vickrey prices.

2

Notation

Suppose that there are N diﬀerent categories of lots. Within each category,
lots can be treated as identical. There are Qn lots in total within category
n = 1, . . . , N available to allocate to bidders. Let the vector Q ∈ ZN
+ denote the
available supply of lots within each category.
Suppose that there are I bidders, with I = {1, . . . , I} denoting the set of
all bidders.4 Each bidder may make a number of bids. Let Ji be the number
of bids made by bidder i. Each bid is for a package of lots. Any particular bid
j = 1, . . . , Ji by bidder i consists of a bid amount bij for a package aij ∈ ZN
+.

2.1

Principal stage and empty-bids

The principal stage determines the number of lots that each bidder wins in each
band. A bidder will win at most one of its bids and may fail to win any bid.
It is convenient to represent the case of a bidder not being allocated any lots
by introducing an empty-bid, a notional bid of zero for an empty package. A
bidder not winning any lots is represented by being assigned its empty-bid.
For the principal stage, conventionally introduce a empty-bid at j = 0 for
each bidder as its first bid (i.e. bi0 = 0 and ai0 = 0). Let Ji = {0, . . . , Ji } be
the set of all bids made by bidder i augmented by the empty-bid.
2 The converse is not generally true. Not all points on the bidder-Pareto-optimal frontier
of the core may minimise total auction revenue over the core.
3 Using an L distance ensure ensures that there is always a unique minimal core price that
2
is closest to the Vickrey prices. Alternative distance measures (e.g. L1 - sum of absolute
diﬀerences - or L∞ - greatest absolute distance) often do not provide unique outcomes.
4 This labelling scheme involves an arbitrary choice in the ordering of bidders. This order
is largely irrelevant for our purposes. However, though it does aﬀect the order in which ties
are generated by the tie enumeration algorithm described below.
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We have no need to distinguish between bids made in the primary bid rounds
and those made in the supplementary bids round. All bids are treated in exactly
the same way for the purposes of winning determination and pricing regardless
of which round they were made in.

2.2

Assignment stage

In the assignment stage, bidders who have won lots within a particular band
in the principal stage are presented with options for where their lots could be
located at a particular frequency range within the band. Bidders then make
assignment stage bids for these options. Relative bids reflect bidders relative
preferences for diﬀerent options as exactly one option must be chosen for each
bidder.
For example, suppose that there are 5 lots in total in a given category. In
the principal stage bidder A wins 2 lots and bidder B wins 3 lots. There are
two possible configurations of frequency blocks:
• bidder A in positions 1-2 and bidder B in positions 3-5;
• bidder B in positions 1-3 and bidder A in the positions 4-5.
If, alternatively, bidder B had won a single lot, there would be two unallocated
lots which must be kept together. The possible configurations of frequency
blocks would then be:
• bidder A in positions 1-2 and bidder B in position 3 with positions 4-5
unallocated;
• bidder A in positions 1-2 and bidder B in position 5 with positions 3-4
unallocated;
• bidder B in position 1 and bidder A in positions 2-3 with positions 4-5
unallocated;
• bidder B in position 1 and bidder A in positions 4-5 with positions 2-3
unallocated
• positions 1-2 unallocated, bidder B in position 3 and bidder A in positions
4-5; and
• positions 1-2 unallocated, bidder A in positions 3-4 and bidder B in position 5.
In the assignment stage, each band should be treated as a separate combinatorial
auction. A bid for a frequency option is then eﬀectively just a bid for a package
of lots, where each individual ’lot’ in the assignment stage should be interpreted
as a particular frequency range within the band corresponding in size to winning
a single lot in the principal stage. Therefore, the number of categories, N , is
simply the number of lots in the band. There is just one lot in each category,
so Q = (1, . . . , 1).
Unlike the principal stage, where it is possible that a bidder may have no
winning bid, in the assignment stage exactly one bid will always be winning for
each bidder as bidders are guaranteed to receive the number of lots they won in
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the principal stage. Therefore, unlike the principal stage, empty-bids should not
be introduced, as we should not allow for the possibility that no bid is accepted
for a particular bidder. Therefore, we adopt the convention that for each band
in the assignment stage the set of bids for each bidder, Ji , is not augmented
with an empty-bid (unlike the principal stage) and the first bid made by each
bidder is labelled 1.
The options presented to bidders in the assignment stage include all possible
frequency blocks compatible with contiguous awards. Bidders are deemed to
have made a bid of zero for every option unless they have explicitly made a
bid strictly greater than zero. This means that Ji includes all possible packages
that could be subject to bids. This property of Ji is important, as it means that
there is always at least one feasible way of selecting one bid from each bidder.

3

The winner determination problem

By introducing empty-bids for the principal stage (but not the assignment
stage), we can express both winner determination problems in an identical way.
Winning bidders are determined by selecting the feasible combination of bids
of greatest total value, subject to accepting exactly one bid from each bidder.5
This can be expressed as an integer programming problem, where we optimise
over whether a particular bid is included amongst the winning set or not.
�
�
v � = max
xij bij s.t
xij aij ≤ Q
x

ij

ij

∀i ∈ I

�

xij = 1

j

xij ∈ {0, 1}
Let x� denote a solution to this optimisation problem, which may or may not
be unique. Let v � be the maximum total value of feasible bids at the optimum.
Various algorithms are available for solving general integer programming
problems that can be applied directly to the winner determination problem as
formulated above.6 However, algorithms for general integer programming do not
exploit any of the special structure of this problem and can be impractical where
the dimension of x is high, as may occur if there are many bids. Therefore, the
following section outlines a simple dynamic programming algorithm that can
be used to solve this problem easily provided the number of categories, N , is
not too large. Both the storage requirements and run-time of the dynamic
programming method increase exponentially with N .7 However, the run-time
increases only linearly with the total number of bids. Therefore, for moderate
N this algorithm provides a practical method of computation even when the
number of bids is large.
5 If we has not included empty-bids for each bidder in the principal stage, the second
P
constraint must be relaxed to an inequality ( j xij ≤ 1) to allow the possibility of a bidder
having no winning bid.
6 For example see the branch and bound method described in V. Chvatal, Linear Programming, W.H. Freeman, New York, 1983.
7 Winner determination in combinatorial auctions is an example of a set-packing problem,
which are well-known to be NP-hard problems.
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A dynamic programming algorithm

We first define a value function. This is the total value of winning bids in the
optimal solution to a winner determination problem restricted to a subset of
bidders and a subset of available lots. In particular, for any subset of bidders
I � ⊂ I and any subset of lots Q� ≤ Q, define v(I � , Q� ) to be the greatest total
value of bids that can be achieved from allocating Q� lots to bidders I � taking
exactly one bid from each bidder. It may be that there is no feasible way of
accepting exactly one bid from each bidder, in which case conventionally set
v(I � , Q� ) = −∞.
It is immediate from its definition that value function must satisfy the relationship
v (I1 ∪ I2 , q) = max [v (I1 , q1 ) + v (I2 , q − q1 )]
(1)
0≤q1 ≤q

for any disjoint subsets of bidders I1 and I2 . This relationship says that the
optimal allocation of lots to a group of bidders must split the available lots
optimally across any two subgroups. Therefore, it is possible to break a winner
determination problem into a number of smaller sub-problems each with fewer
bidders.

4.1

The Bellman equation

The relationship above yields a recurrence equation than can be used to solve
the winner determination problem. In particular, define a value function for
allocating q lots to the first i bidders
vi (q) = v({1, 2, . . . , i}, q).
From equation (1) above, vi can be expressed in terms of vi−1 through the
Bellman equation, i.e.
vi (q) =

max

j∈Ji , aij ≤q

[vi−1 (q − aij ) + bij ]

(2)

where if there is no feasible bid j ∈ Ji with aij ≤ q, then define vi (q) = −∞.
The Bellman equation has a simple interpretation. The optimal allocation of
lots to a group of bidders can be determined by choosing one particular bidder
i and considering the diﬀerent bids which could potentially be accepted from
that bidder. If lots aij are allocated to this bidder, the remaining lots q − aij are
available for allocating to the remaining bidders which yields value vi−1 (q −aij ).
By optimising over all the possible choices of bid for bidder i, we obtain vi .
If we impose the initial condition that
v0 (q) = 0

for 0 ≤ q ≤ Q

then the Bellman equation provides a means to solve the winner determination
problem by successively adding bidders. We first compute v1 (q) for all values of
q, then compute v2 (q) at all value of q and so on. The optimal value of accepted
bids in the winner determination problem is then v � = vI (Q), the last value
function in the sequence, evaluated at the number of available lots.
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4.2

Diﬀerences between principal and assignment stages

Because both the principal and assignment stage WDPs can be expressed in
exactly the same way (through the artifact of adding empty-bids to the principal
stage bids), this method applies to both problems. However, there are diﬀerences
in the properties of the solutions across the two cases.
In the principal stage, there is always at least one feasible choice of bid in
the Bellman equation (2), namely the empty-bid. This in turn implies that
vi (q) ≥ 0 for any q and i.
However, this property does not hold in the assignment stage. It is possible
that given q < Q available lots there is no feasible way of accepting exactly one
bid from each of the bidders 1, . . . , i. In such a case, vi (q) = −∞. By accepting
certain bids from some bidders, we become stymied and unable to allocate the
remaining lots such that the remaining bidders each have exactly one winning
bid. Nevertheless, because Ji includes all possible packages consistent with each
bidder receiving contiguous spectrum, there is always at least one feasible way
of accepting exactly one winning bid from each bidder.8 This means that the
assignment stage WDP is always a feasible problem and vI (Q) ≥ 0.

4.3

Extracting the optimal allocation

The optimal allocation can be obtained by considering the sequence of value
functions defined above, but reversing the order of bidders. We can read out an
optimal choice of bids from the Bellman equation when allocating the appropriate supply of lots. In particular, from the Bellman equation determining vI (Q)
in terms of vI−1 , we can read oﬀ an optimal choice of bid for bidder I. Call
the optimal bid chosen in this Bellman equation jI� . Then, an optimal bid for
bidder I − 1 can be found from the Bellman equation expressing vI−1 (Q − aijI� )
in terms of vI−2 , where there are Q − aijI� lots remaining to being allocated to
bidders I − 1, I − 2, . . . , 1.
�
In general, we can define sequences QI , QI−1 , . . . and jI� , jI−1
, . . . in the
following way
ji� ∈ Ji maximises vi−1 (Qi − aij ) + bij
Qi−1 = Qi − aij �

s.t. aij ≤ Qi

(3)

where QI = Q is the total supply.

4.4

Tied outcomes

Ties occur when there is more than one bid that maximises the right hand side
of the Bellman equation for a particular bidder. When there are ties for bidder
i, there will be a choice of ji� which may then aﬀect the rest of the sequence
�
, . . . j1� , including potentially whether or not ties occur for these bidders.
ji� , ji−1
The set of tied optimal allocations can be thought of as a tree that can be
constructed starting from bidder I’s optimal choices and working down through
the bidders, branching every time there are tied optima.
8 Take the band and starting from one end, slice oﬀ the appropriate number of lots for each
bidder. This is a feasible allocation that leaves any unallocated lots in a contiguous block at
the top of the band. Since Ji includes all possible options for bidder i, there must be a choice
of bid for each bidder that gives rise to this allocation.
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The following diagram illustrates an example in which there are three bidders. There is a choice of optimal bid for bidder 3 (say that the first and second
bid made are optimal). Regardless of which bid is selected for bidder 3, the
empty-bid is optimal for bidder 2. There may or may not be a tied optimal bid
for bidder 1 depending on which optimal bid is selected for bidder 3. This gives
three possible optimal allocations. We can think of the choice of optimal bids as
being branches in a tree (progressing from highest numbered bidder downwards)
and the optimal allocations corresponding to the leaf nodes.

The following algorithm can be used to traverse the tree of all tied optima:
1. Initialise a counter T → 1 for the number of tied optimal allocations found.
2. Construct an initial optimal allocation. Using the recurrence relationship
(T ) (T )
(3), construct a sequence of optimal bids j (T ) = (jI , jI−1 , . . .) where any
ties are resolved by selecting the lowest indexed bid.
3. Set i = 1. (This corresponds to starting from a leaf of the tree and work
back up until we find a tie.)
4. Using the Bellman equation that defines vi , check whether there are any
(T )
bids with index j > ji that are tied optimal for bidder i. If there is no
such j go to step (7).
5. Create a new allocation j (T +1) where:
(a) for bidders k > i, the allocation is the same as the previous one, i.e.
(T +1)
(T )
jk
= jk ;
(T +1)

(b) ji
= ji� is the alternative tied optimum for bidder i found at
step (4).
(T +1)

(c) For k < i, define optimal bids jk
iteratively using the recurrence
relationship (3), choosing the lowest indexed bid if there are tied
optima.
6. Increment the tied allocation counter: T → T + 1. Return to step (3).
10

7. Set i → i + 1. If i > I, terminate (we have reached the top of the tree).
8. Return to step (4).
This algorithm enumerates all tied optimal allocations and lists each tied allocation exactly once.
The optimal allocations are listed in a lexicographical order induced by the
order of bids and of bidders. This lexicographical order over allocations ranks
j ahead of j � if i is the highest numbered bidder on which the allocations diﬀer
and ji comes before ji� in the list of bidder i’s bids (i.e. jk = jk� for all k > i and
ji < ji� ).

5

Notation for prices

Throughout the following discussion of pricing methods, we take one particular
solution of the winner determination problem, j � . If the winner determination
problem resulted in ties, a tie will need to be selected before calculating prices.
If the winner determination tie had been broken in a diﬀerent way, then typically
the subsequent calculation of prices will be diﬀerent.
For brevity, let b�i = biji� be the amount of the winning bid of bidder i.
Let W = {i : ji� > 0} be the set of winning bidders (i.e. bidders for whom the
winning bid is not the empty-bid). All bidders will be winning bidders in the
assignment stage, but not all bidders may be winning bidders in the principal
stage. For any losing bidders, b�i = 0.
Let pi be the price paid by bidder i. Notice that prices relate to winning
package bids, not to individual lots. It is not necessarily possible to express
prices for winning package bids as a sum of prices for component lots that are
the same (on a per lot basis) across bidders.9 Let πi = b�i − pi be the payoﬀ
that bidder i enjoys relative to its bid.
Finally, let ri be the reserve price (if any) applying to the package in bidder
i’s winning bid. Therefore, b�i ≥ ri . For the assignment stage, ri = 0. It is
simplest to first describe the pricing method without bringing in reserve prices
and then to explain subsequently the minor change need to incorporate them.

6

Calculating Vickrey prices

This section describes how to define and calculate Vickrey prices, i.e. the opportunity cost that a winner imposes on other bidders. There is a subtle diﬀerence
between the principal stage and the assignment stage in terms of how the opportunity cost of winning bids should be defined. This diﬀerence arises because in
the assignment stage every bidder must have exactly one winning bid, whereas
in the principal stage a bidder may have no winning bid. It is helpful to start
with the simpler case of the principal stage.
In the principal stage, to calculate the opportunity cost of a bidder’s winning
bid, we need to consider the counter-factual of that bidder having no winning
bid (other than the empty-bid). Imagine deleting a winning bidder and then
re-calculating the WDP with only the remaining bidders still present. Any outcome of this revised WDP still corresponds to a feasible solution of the original
9 This

can arise where bidders have preferences for lots that are complements.
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WDP with the deleted bidder receiving its empty-bid, so we can interpret this
procedure as imposing a constraint on the WDP that the deleted bidder receive
its empty-bid. There will be a fall in the total value of winning bids (provided
the winning bid is strictly positive), but this fall can be no more than the value
of the winning bid we have deleted. Indeed, in many cases the fall in the total
value of winning bids will be less than this, as it will be possible to reallocate
the lots released by deleting the winning bidder to other bidders. The amount
by which the fall in value can be mitigated by allocating lots to others is the opportunity cost of the winning bid, as this is the alternative that is precluded by
granting lots to the original winner. Two simple examples illustrate the point:
• Potentially, the opportunity cost could be anything up to (but not exceeding) the value of the winning bid. For example, suppose that another
bidder made a bid for the same package for the same amount as the winning bid and that this was the only strictly positive bid made by this
bidder. The winner only won on resolution of a tie-break. In this case, the
opportunity cost of the bid would be its entire value. If we drop the winning bidder and recompute the solution to the WDP, there is no change
in the optimised value of total winning bids, as the tied bid can simply
replace the winning bid of the dropped bidder. Therefore, the Vickrey
price is equal to the winning bid.
• Conversely, it might be that there is no competition for a lot, so that the
opportunity cost is zero. In this case, there is no alternative bid that we
could accept having deleted the winning bidder. This means that the fall
in the optimised value of total bids on deleting the winner is the entire
value of the winning bid. Therefore, the Vickrey price is zero.
The assignment stage is diﬀerent, because the relevant counter-factual to winning is not that a bidder receives no lots. Every bidder is guaranteed to win
as many lots in a given band as it won in the principal stage. The assignment
stage merely allows bidders to express a preference across particular frequency
options. Where a bidder has a preference for one frequency option over another,
this may lead to another bidder getting a less preferred option, but that bidder
will still receive the appropriate number of lots. Therefore, to define the opportunity cost of a winning bid we should ask not what might happen if we deleted
a bidder entirely from the assignment stage, but rather what would happen if
that bidder did not have any preference between the various frequency options.
A simple example illustrates the point. Suppose that there are four lots
available in the assignment stage; call them 1, 2, 3 and 4. Suppose that bidders
A and B are each guaranteed to win one lot each and that bidder C is guaranteed
to win two lots. Suppose that bids are as illustrated below. Bidder C has a
mild preference for 3 and 4. Bidders A and B have strong preferences for lots
2 and 4 respectively. This means that it is not possible to award bidders A and
B their most preferred lots simultaneously, as then it would not be possible to
accommodate bidder C at all. The optimal allocation, with total value 11, is
that B gets 1, A gets 2 and C gets 3 and 4 (shown in bold).
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If bidder C were not present, then A and B could both be awarded their most
preferred options and so the value achieved would rise from 11 to 20. Therefore,
the opportunity cost of C being awarded lots is 9. However, this is the wrong
notion of opportunity cost for the purposes of the assignment stage, as C must
always receive exactly one of the three options; C not receiving any lots at all
is not the correct counter-factual. The relevant question is what the outcome
would be if C did not have any preference for particular lots. If all of C’s bids
were zero, there would be three tied outcomes (varying according to which of
three options C gets) with only one of A and B getting their most preferred
option in each case. The total value in every case would be 10. Therefore, the
optimal value falls from 11 to 10 if we set all of C’s bids to zero. The fall in value
is equal to C’s winning bid, so the opportunity cost of C having a preference
for lots 3 and 4 is in fact zero. C getting lots 3 and 4 would still be an optimal
outcome (albeit one tied with other outcomes) even if C had no preference for
lots 3 and 4.
This example shows that the correct way to calculate opportunity cost in
the assignment stage is to consider setting all the bids of a particular bidder to
zero and then recomputing the solution to the WDP. The optimised value will
fall by no more than the amount of winning bid that has been zeroed. In fact,
if we return to the case of the principal stage, we can see that opportunity cost
can be defined in exactly the same way. If we set all the bids of a bidder to
zero the reduction in the optimised value is equal to that achieved by deleting
the bidder entirely. The empty-bid can be selected for this bidder, which must
always be optimal as all the other bids of this bidder are also zero. Therefore,
provided that each bidder has an empty-bid, setting all bids to zero and deleting
a bidder from the WDP are equivalent. The example above shows that if it is
not the case that each bidder has an empty-bid (as in the assignment stage),
this equivalence may fail.
We can formalise the discussion above in the following way. Given a subset
of bidders C ⊆ I, suppose that the bids all the bidders in I \ C are set to zero
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and the following WDP computed:
�
v − (C) = max
xij bij
x

�

s.t

i∈C,j∈Ji

i∈I,j∈Ji

∀i ∈ I

xij aij ≤ Q
�

xij = 1

j∈Ji

xij ∈ {0, 1}

Call this optimisation problem the restricted WDP. Notice that although the
payoﬀ is summed over bidders in C, the constraints still apply across all bidders
I. In the case of the assignment stage, this means that we are requiring that
every bidder has exactly one winning bid, though the preferences of bidders in
I \ C across packages are suppressed. In the case of the principal stage, because
every bidder has an empty-bid, this formulation is no diﬀerent to deleting the
bidders in I \ C entirely from the WDP.
Let v − (C) denote the sum of winning bids in the restricted WDP above.
By definition, v � = v − (I), the optimum of the original WDP. For brevity, let
vi− = v − (I \ {i}) denote the optimal value in the restricted WDP where only a
single bidder i has its bids set to zero.
Vickrey prices pVi are given by comparing the fall in optimised value in the
WDP cause by zeroing one bidder’s bids with the amount of the winning bid:
v � − vi− = b�i − pVi

(4)

The payoﬀ πiV of each bidder corresponding to the Vickrey price is then simply10
πiV = v � − vi−

(5)

The formulae above apply to both the principal stage and the assignment stage,
where opportunity cost in the assignment stage is measured against the counterfactual of the bidder having no preference for any frequency option. Notice that
in the principal stage these relationships also make sense in the case of losing
bidders for whom the empty-bid is selected in the WDP. In such a case v � = vi− ,
b�i = 0 and so pVi = 0.

7

Core prices and payoﬀs

This section considers the conditions that core prices must satisfy and the key
properties of the set of all core prices. An algorithm is outlined for determining
whether or not a particular price is a core price.

7.1

The core constraints

It is much simpler to consider the net payoﬀs enjoyed by bidders, πi , rather than
prices directly. Core prices are defined by two conditions:
10 It is immediate from this definition of the Vickrey price that it would be a dominant
strategy to bid truthfully if bidders paid their Vickrey price. Conditional on winning a particular package, bidder i cannot aﬀect the amount it pays by varying its bid for that package.
Conditional on winning, changing its winning bid leaves v � − b�i unchanged (as its winning
bid is included in the total of winning bids) and vi− does not in any case depend on any of
the bids of bidder i.
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1. Prices must be no greater than winning bids, so payoﬀs are non-negative,
i..e. π ∈ RI+ .
2. There should be no coalition of bidders C ⊆ I such that the coalition can
make a counteroﬀer that leaves themselves and the seller at least as well
oﬀ.
This second condition can be expressed as an inequality
�
v − (C) ≤ π0 +
πi

(6)

i∈C

where π0 is the seller’s payoﬀ (i.e. total revenue). v − (C) is the total of winning
bids in the restricted WDP considering only the bidders in C, but taking account
of constraints that might arise due to other bidders not in C, as explained in
the previous section.
This inequality (6) must hold for all possible subsets C ⊆ I. If it were violated, then there would be a coalition of bidders who could be allocated the
available lots and whose total accepted bids would exceed the total of their current payoﬀ and that of the seller. Therefore, there would be ways of splitting
the gain between the coalition and the seller that left them all better oﬀ. Because of the definition of v − , any constraints that arose with regard to other
bidders outside the coalition C (in particular the requirement that every bidder
has exactly one winning bid in the assignment stage) are not violated in the
alternative allocation to the coalition C.
The inequality (6) also holds if C = I. However, in this case it must hold
with equality as
�
�
�
�
v � = v − (I) =
b�i =
pi +
(b�i − pi ) = π0 +
πi .
i∈I

i∈I

i∈I

i∈I

Therefore, we can eliminate the seller payoﬀ π0 from the inequality (6) and
obtain for any C ⊆ I
�
�
v� −
πi ≥ v − (C) −
πi
(7)
i∈I

i∈C

We can then define the core payoﬀ set to be
�
�
�
�
I
�
−
πi ≥ v (C) −
πi .
Π = π ∈ R+ : ∀C ⊆ I v −
i∈I

7.2

i∈C

Properties of the core

We can express the inequalities defining the core payoﬀ set in the form of caps
on the total payoﬀ of each possible subset of bidders
�
�
�
I
Π = π ∈ R+ : ∀C ⊆ I
πi ≤ α(C)
(8)
i∈C

where

α(C) = v � − v − (I \ C)
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is the fall in the optimised value of the original WDP on setting the bids of the
bidders in C to zero and re-optimising, but maintaining constraints within the
WDP that arise with regard to all bidders, not just those in C. This set has
some useful properties that are trivial to verify from the definition above:
Proposition 1
• 0 ∈ Π (which corresponds to the case of all winners paying what they bid)
so the core is non-empty;
• it is a closed polytope (i.e. its boundaries are defined by weak linear
inequalities);
• it is convex (so the average of any pair of core payoﬀs is a core payoﬀ).
One practical diﬃculty is that the number of linear inequalities that determine
the core may be large. Every non-empty subset of bidders gives rise to a constraint in the definition above. Therefore, there are potentially 2|I| − 1 linear
inequalities that define the core, though many of these constraints will typically
be redundant. The number of constraints can be reduced somewhat by noticing
that since the payoﬀ of losing bidders must be zero, we only need consider nonempty sets of winning bidders, which reduces the number of binding constraints
to at most 2|W | − 1. Even so, even quite modest problems can generate a large
number of constraints (for example, 10 winners gives rise to over a thousand
constraints and 20 winners to over a million). In practice, many of these constraints will be redundant. However, determining which constraints are active
(geometrically, this is the problem of finding the vertices of the core polytope)
is a computationally demanding problem.

7.3

Testing core membership through a modified WDP

Although enumerating all the core constraints may be tough, it is easy to determine if a particular payoﬀ lies in the core from examining the solution to a
modified winner determination problem. First, define
�
�
�
−
ψ(π) = max v (C) −
πi
(9)
C⊆I

i∈C

to be the greatest payoﬀ available to the seller from any counterproposal from
any coalition. As this includes the case of C = I it is always the case that
�
ψ(π) ≥ v � −
πi .
i∈I

A payoﬀ π needs the reverse inequality to hold to be a core payoﬀ (from the
definition of the core payoﬀ set Π). Therefore, we obtain the following characterisation of core payoﬀs
Proposition 2 π ∈ RI+ is a core payoﬀ if and only if
�
ψ(π) = v � −
πi .
i∈I
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(10)

The integer programming problem implicit in equation (9) can be written out
explicitly as:
max
x,γ

�

i∈I,j∈Ji

γi xij (bij − πi )

�

s.t.

i∈I,j∈Ji

xij aij ≤ Q

∀i ∈ I

�

xij = 1

j∈Ji

xij , γi ∈ {0, 1}

(11)

where the variables γ are indicators for whether a particular bidder i is included
(γi = 1) or excluded (γi = 0) in the set C. As γ ranges over all possible
values, we generate all possible subsets C. As these variables do not enter the
constraints, the optimal choices of γi depend on whether the winning bids are
above or below πi :
γi = 0

if

γi = 1

if

(12)

biji� ≤ πi
biji� > πi

This means that all bids with bij ≤ πi (and not just the single case j = ji� )
can be substituted by bij = πi without modifying the optimisation problem.
Therefore, we can eliminate γ entirely and rewrite this integer programming
problem equivalently as
�
�
max
xij max(bij − πi , 0) s.t.
xij aij ≤ Q
(13)
x

i∈I,j∈Ji

i∈I,j∈Ji

∀i ∈ I

�

xij = 1

j∈Ji

xij ∈ {0, 1}

This is almost our original WDP, but with all the bids made by bidder i reduced
by an equal amount πi and then set to zero if this would otherwise cause them
to become negative. This WDP with modified bids will be called the π-WDP.
From Proposition 2, in order to check whether a particular payoﬀ vector
π ∈ RI+ is in the core,�we calculate ψ(π), the optimum of the π-WDP and
compare this with v � − i∈I πi , the optimum of our original WDP reduced by
the total payoﬀ of all bidders. Where these quantities are unequal, the payoﬀ
vector is not in the core.
This condition is equivalent to requiring that the original winning bids would
still be optimal if we reduced the bids of each bidder by πi subject to a floor
at zero. If the original choice of winning bids remains optimal (including the
possibility of being tied optimal)11 , then
�
ψ(π) = v � −
πi
i∈I

11 Determining

whether a particular payoﬀ vector is in the core can be achieved knowing
only the original solution to the WDP and the corresponding value functions. It does not
require the π-WDP to be explicitly solved. If the original solution is still P
optimal in the πWDP, then the value functions of the π-WDP, viπ will satisfy viπ = vi − j≤i πj . Then it
is simply a matter of checking that the original winning bids are still optimal in the Bellman
equations with reduced bids and the value functions viπ .
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as reducing the bids and then re-optimising (i.e. the π-WDP) yields the same
overall value as optimising the original bids (i.e. the WDP) and then reducing
the optimal bids. Conversely, if the original winning bids are no longer optimal
when reduced, then it must be that
�
ψ(π) > v � −
πi
i∈I

and so π is not a core payoﬀ. Thus, we obtain an equivalent characterisation of
the set of core payoﬀs:
Proposition 3 A payoﬀ vector π ∈ RI+ lies in the core, Π, if and only if the
solution of the WDP is also a solution to the π-WDP.

From the perspective of bidders, the test contained in Proposition 3 looks like an
automated bid shading procedure. Core prices have the property that if winning
bids were reduced to the corresponding core price (and other bids of the same
bidder reduced by the same amount to keep its relative preferences between
packages unchanged, subject to bids being non-negative) then this would not
change the optimality of the winning bids.

8

Minimal core prices

Typically, we can expect there to be many core prices. For example, bidders
paying the amount of their bids is always a core price (Proposition 1). If lots
are not complements (i.e. bids are sub-modular), then it can be shown that any
prices between the Vickrey price and the amount of winning bids would be a
core price. Where lots are complements, core prices may need to strictly exceed
Vickrey prices, but there will typically still be a range of alternative.
To select amongst this prices, we look for core prices that maximise the payoﬀs of bidders and so minimise total auction revenues. We call these minimal
core prices; the corresponding payoﬀs we call maximal core payoﬀs. This formalises the idea of prices being as low as possible subject to not creating the
opportunity for a coalition of bidders to be able to suggest a feasible counteroﬀer
that would leave the seller better oﬀ. Another interpretation of this condition is
as a proxy for an open competitive process, as once such a process has increased
prices suﬃciently to be in the core, then would be no further pressure to increase
prices.

8.1

Deferred constraint generation

Maximal core payoﬀs satisfy a linear programme of the form
�
�
max
πi
s.t.
πi ≤ α(C) ∀C ⊆ W
i∈W

i∈C

πi ≥ 0

∀i

where there is a constraint on total payoﬀ for each and every subset of winning
bidders. (We can ignoring losing bidders for these purposes as they must have
a zero payoﬀ.) In simple examples, it is possible to enumerate all these constraints. However, where are many winners this rapidly becomes impractical, as
the number of core constraints grows exponentially with the number of winners.
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Fortunately, Proposition 3 provides a quick way to check whether a particular
payoﬀ vector is in the core without having to generate each of these constraints
explicitly. Therefore, if we can find a reduced constraint set R ⊂ 2W of subsets
of winners such that π satisfies
�
�
max
πi
s.t.
πi ≤ α(C) ∀C ∈ R
i∈W

i∈C

πi ≥ 0

∀i

and also the original solution of the WDP is also a solution of the π-WDP, then
π is a maximal core payoﬀ.

8.2

The maximally violated constraint

If we had an optimum π to a linear programme with a reduced constraint set R
such that the original solution of the WDP was not a solution to the π-WDP,
then
� we can easily identify a set of winners C for which the core constraint
i∈C πi ≤ α(C) is violated from the solution to the π-WDP. In particular,
if having reduced payoﬀs in the π-WDP (subject to non-negativity) and reoptimised, we find that some of the original winners’ winning bids are no longer
optimal, then these bidders are being given too great a payoﬀ (i.e. too low a
price) and we need to add an additional constraint where C consists of exactly
these bidders.
In fact, this procedure will identify the maximally violated core constraint.
For π to be in the core, we need that the following quantity is positive for any
choice of winner subset C


�
�
�
α(C) −
πi = v � −
πi − v − (I \ C) −
πi  .
i∈C

i∈I

i∈I\C

Therefore, the maximally violated constraint is the complement
of the subset C̃
�
that achieves the greatest possible value of v − (C̃) − i∈C̃ πi .
In fact, we already have all the necessary apparatus to identify C̃. Looking
back at the definition of ψ in equation (9), we can see that C̃ must be the set of
bidders with γi = 1 in the integer programme (11). By Proposition 3, we can
find such bidders by solving the π-WDP and the recovering the optimal values of
γ using equation (12). Therefore, C̃ consists of those bidders where the optimal
solution of the π-WDP switches to alternative bid for which bij ≤ πi . Therefore,
the maximally violated constraint (given by taking C = I \ C̃) should consist
of the ’losers’ of the π-WDP, i.e. those bidders for whom the optimal bid is one
floored at zero.

8.3

A convergent iterative approach

Day and Raghavan12 have proposed an iterative method for generating core
constraints when optimising linear objectives over the core. The method is similar in principle to delayed column generation methods for linear programming.
12 Day,

R. and Raghavan S. (2007) Fair payments for eﬃcient allocations in public sector
combinatorial auctions, Management Science, 53, 9, 1389-1406.
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The basic idea is as follows. We can optimise our objective (say minimum revenue) over a feasible region defined by some subset of all the core constraints.
A modified WDP can then be used to test whether the solution violates at least
one core constraint. If so, we can identify the maximally violated constraint
from the solution to the modified WDP and then add this to the subset of core
constraints. We then optimise our objective again, subject to the enlarged set of
core constraints and continue iterating in this way until eventually the modified
WDP test is passed. Termination of this process is guaranteed, as there is at
most a finite number of core constraints and the feasible region must shrink
from step to step.13
A version of the algorithm to identify a single payoﬀ maximising point in
the core follows:
1. Initialise the set of constraints to be R = {W }, i.e. a single constraint
on the sum of all winner’s payoﬀs. Together with the non-negativity constraints, this ensures that the set of feasible π is initially bounded.
2. Solve the linear programme
�
max
πi
s.t.

�

i∈W

i∈C

πi ≤ α(C) ∀C ∈ R

πi ≥ 0 ∀i

In general, this may not have a unique solution. If there are multiple
solutions, pick any solution.14
3. Compute the corresponding π-WDP and check whether the solution of the
original WDP is still optimal. If so, terminate
4. Where the set of winners of the π-WDP is not the same as the original
set of winners, add a new subset to R consisting of those original winners
who are no longer ’winners’ in the π-WDP (i.e. their optimal bid is now
a bid floored at zero).
5. Compute the corresponding α(C) for the subset C added to R in step (4).
α(C) is the fall in the optimised value of the original WDP on setting the
bids of the bidders in C to zero and re-optimising.
6. Return to step (2).
Given that the constraint set is only ever added to, the objective function cannot increase from one iteration to the next. Moreover, given that any constraint
added at one iteration must have been strictly violated by an optimal solution of the linear programme computed in the previous iteration, the objective
must strictly decrease from one iteration to the next. Therefore, convergence
13 In most practical applications, only a small proportion of the set of all possible core
constraints (of which there are 2|W | − 1) will need to be generated. However, it is possible to
create pathological examples that would require generation of all core constraints. See Gale,
D. (1963) “Neighborly and cyclic polytopes” in Convexity, V. Klee, ed. Proceeding of Symposia
in Pure Mathematics 7, American Mathematical Society, 225-232.
14 Solving this linear programme by the simplex method (or similar method) will pick one
particular solution. Which solution is picked will depend on the starting point and the pivoting
methods used.
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is guaranteed in a finite number of steps as there are a finite number of core
constraints.
This algorithm identifies one point π ∗ with maximal core payoﬀ. However,
there there is no guarantee that all points π satisfying the conditions
�
�
�
πi =
πi�
πi ≤ α(C) ∀C ∈ R
πi ≥ 0
i∈W

i∈W

i∈C

will lie in the core as the π-WDP test has only been run for the point π � .
In order to identify all maximal core payoﬀs, a slightly diﬀerent algorithm is
needed:
1. Initialise the set of constraints to be R = {W }, i.e. a single constraint
on the sum of all winner’s payoﬀs. Together with the non-negativity constraints, this ensures that the set of feasible π is bounded.
2. Solve the linear programme
�
max
πi
s.t.

�

i∈W

i∈C

πi ≤ α(C) ∀C ∈ R

πi ≥ 0 ∀i

In general, this may not have a unique solution. In this case, enumerate all
the optimal basic solutions (i.e optimal vertices of the core payoﬀ polytope)
to this problem, of which there will be a finite number. All optima can be
expressed as the convex hull of these optimal basic solutions.
3. For each optimal basic solution, compute the corresponding π-WDP and
check whether the solution of the original WDP is still optimal. This
determines whether or not the optimal basic solution is in the core.
4. If all optimal basic solutions are in the core, terminate. The set of minimal
core prices is the convex hull of the optimal basic solutions.
5. Where the set of winners of the π-WDP is not the same as the original
set of winners for one of these optimal basic solutions, add a new subset
to R consisting of those original winners who are no longer winners in the
π-WDP.
6. Compute the corresponding α(C) for every subset C added to R in step
(5). α(C) is the fall in the optimised value of the original WDP on setting
all the bids of the bidders in C to zero and re-optimising.
7. Return to step (2).
On termination, the set of optimal basic solutions will form the vertices of the
set of maximal core payoﬀs. Any maximal core payoﬀ can be expressed as a
convex combination of these vertices.

21

9

Selecting amongst minimal core prices

It is possible that there is a unique minimal core price.15 However, when lots
are complements for bidders, there may be many minimal core prices, all with
the same auction revenue. This can happen whenever a number of winners
jointly beat another bidder or group of bidders, as the following simple example
illustrates.
Suppose that there are two lots (1 and 2) and three bidders (A,B and C)
who make the following bids:
• A bids 10 for lot 1;
• B bids 10 for lot 2;
• C bids 15 for the package of lots 1 and 2.
The winning bids are those of A and B. There are many minimal core prices
(pA , pB ) satisfying pA , pB ≥ 0 (as the Vickrey prices are zero) and pA + pB = 15
(the least amount the winners jointly need to pay to beat C).
Note that the multiplicity of core prices is not in any way related to there
being ties. In the WDP, a tied outcome is non-generic; arbitrarily small random
perturbations of the bids will break the tie. However, multiple core prices are a
robust feature that can occur whenever groups of winners jointly beat others.

9.1

Selection criteria

Are any minimal core prices better than others? One approach is to select prices
as closely aligned with Vickrey prices as possible in order to control bid-shading
incentives. However, where there multiple minimal core prices, making the price
for one joint winner closer to the Vickrey price will require the price of at least
one other joint winner to be further away from Vickrey prices, as total auction
revenues are the same across all the minimal core prices. Therefore, there will
be a trade-oﬀ between reducing the bid shading incentives of the individual
joint winners. In the absence of specific information about the distribution
of valuations of bidders, there is little more we can say about this. However,
a heuristic approach might be to minimise some measure of distance between
the Vickrey prices and the minimal core prices, so that the deviations from
Vickrey pricing necessary to be in the core are spread across bidders rather
than concentrated on any one bidder.
In order to resolve the multiplicity problem, the obvious candidate for a
distance metric is simple Euclidean distance (i.e. the sum of squares of differences). Minimising the Euclidean distance from the Vickrey prices over the
set of minimal core prices yields a unique outcome. In the example above, the
Vickrey prices are zero, so this criterion would select the unique minimal core
prices (7 12 , 7 12 ).
A simple interpretation of this approach is that joint winners share the burden of jointly paying enough to win equally amongst themselves. The Vickrey
price of each winner is the minimum amount that bidder must pay as an individual to avoid failing to win. The core constraint also require that each subset
15 A suﬃcient condition for there being a unique minimal core price is for bids to be submodular. In this case, the Vickrey prices are in the core.
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of winners pay a suﬃcient amount. Where there is a group of winners who must
jointly pay more than the sum of their Vickrey prices, this excess is split equally
across the joint winners.16

9.2

A direct approach

The second algorithm for finding the all the minimal core prices described above
yields vertices that define a polytope. If p1 , . . . , pk are the price vectors corresponding to the optimal basic solutions of the final LP in this algorithm, then
the set of all minimal core prices is the convex hull of these price vectors. This
means that the minimal core prices closest to Vickrey prices solve the quadratic
programme

min
λ

�

i∈W

(pVi −

k
�

λj pji )2

s.t.

j=1

k
�

λj = 1

j=1

∀j λj ≥ 0

As a strictly concave objective is being minimised over a closed, convex set,
there is always a unique minimum. This can be found using any of the many
available methods for solving QPs. Moreover, because the QP is strictly concave,
the solution can always be achieved in a finite number of iteration of these
methods.17 However, this simple approach is quite ineﬃcient, as the problem of
identifying the vertices of the polytope of minimal core prices is computationally
tough.

9.3

A superior iterative approach

A much better approach is to modify the first algorithm described above to
pursue minimisation of the distance from Vickrey prices as a secondary objective
once minimisation of total revenues has been achieved. The algorithm is as
follows:
1. Initialise the set of constraints to be R = {W }, i.e. a single constraint
on the sum of all winner’s payoﬀs. Together with the non-negativity constraints, this ensures that the set of feasible π is bounded.
2. Solve the linear programme
�
max
πi s.t.

�

i∈W

i∈C

πi ≤ α(C) ∀C ∈ R

πi ≥ 0

∀i

In general, this may not have a unique solution. If there are multiple
solutions, pick any solution.
3. Compute the corresponding π-WDP and check whether the solution of the
original WDP is still optimal. If so, go to step (7).
16 This

is more complicated in the case of overlapping groups of joint winners.
example, see Goldfarb D. and A Idnani (1983) A numerically stable dual method for
solving strictly convex quadratic programs, Mathematical Programming, 27, pp1-33.
17 For
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4. Where the set of winners of the π-WDP is not the same as the original
set of winners, add a new subset to R consisting of those original winners
who are no longer ’winners’ in the π-WDP (i.e. their optimal bid is now
a bid floored at zero).
5. Compute the corresponding α(C) for the subset C added to R in step (4).
α(C) is the fall in the optimised value of the original WDP on setting the
bids of the bidders in C to zero and re-optimising.
6. Return to step (2).
�
7. Let T = i πi be the total payoﬀ of the current intermediate solution.
(This is the maximal total core payoﬀ.)
8. Solve the quadratic programme
�
(πi − πiV )2 s.t.
min
i∈W

�
i∈C

πi ≤ α(C) ∀C ∈ R

πi ≥ 0 ∀i
�
πi = T
i∈W

9. Compute the corresponding π-WDP and check whether the solution of the
original WDP is still optimal. If so, terminate.
10. Where the set of winners of the π-WDP is not the same as the original
set of winners, add a new subset to R consisting of those original winners
who are no longer ’winners’ in the π-WDP (i.e. their optimal bid is now
a bid floored at zero).
11. Compute the corresponding α(C) for the subset C added to R in step (10).
α(C) is the fall in the optimised value of the original WDP on setting the
bids of the bidders in C to zero and re-optimising.
12. Return to step (8).

10

Reserve prices

So far, we have ignored the possibility that there may be reserve prices set for
lots when determining prices. A modification of the pricing methods described
above are required if there are reserve prices. The core needs to be restricted to
consist only of prices above the relevant reserve for each winning package. The
core is still non-empty, as it contains the possibility of each bidder paying the
amount of its bids (which must be above the reserve provided bids are above
the reserve). Reserve prices can be implemented by simply constraining prices
to exceed the greater of the reserve price and the Vickrey price. Therefore, all
the methods above apply, but for singleton set C = {i} we define
V

α(C) = bi − max(pi , ri )
whereas for other subsets C ⊆ I the definition of α is unchanged.
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If there are multiple minimal core prices, it is still relevant to use Vickrey
prices as the reference point against which is minimise the sum of squares distance (rather than the greater of Vickrey prices and reserve prices) in order to
control bid shading incentives. Note that this method is not the same as calculating prices without regard to reserve prices and then subsequently increasing
any price below the relevant reserve up to the reserve. In particular, by explicitly considering the reserve as a minimum on core prices when finding the
minimal core prices, we take account of the possibility that increasing one price
to meet the reserve might permit us to lower another price and still remain in
the core.

11

Conclusions

The methods described above provide practical tools for finding all tied winning
outcomes in moderate scale combinatorial auctions such as those encountered in
spectrum allocation. A simple winner determination algorithm is described that
can be used for both the principal stage and the assignment stage of a combinatorial clock auction. A second pricing method based on core prices is described.
By re-running the winner determination problem with modified bids, it is computational inexpensive to determine whether particular prices are core prices.
By these means, core prices can be found with necessarily having to enumerate
all the possible core constraints (many of which are typically redundant).
The methods described above have been tested with example data for the
forthcoming Ofcom auction of 10-40GHz spectrum. With a realistic number of
bids and bidders, it is possible to solve for winning bids and second prices in
less than an second using a C/C++ implementation of the algorithms above on
a standard desktop PC.
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